Name: Sai Sri  Harsha A
Email: harshathat6@gmail.com
Phone: (832)-819-0471

Data Engineer   with diverse experience in Data warehousing, Data engineering, Feature engineering, big data, ETL/ELT, and Business Intelligence, Data Mapping, Data Governance .As a big data architect and engineer, specialize  in AWS and Azure frameworks, Cloudera, Hadoop Ecosystem,  Spark/PySpark, Data bricks, Hive, Redshift, Snowflake, relational databases, Tableau, Airflow and Data DevOps Frameworks/Pipelines with strong Programming/Scripting skills in Python.
Summary:
· Proficient in building distributed data solutions, data analytical applications, predictive modeling, and ETL and streaming pipelines leveraging big data technologies.

· Experienced in utilizing Hadoop ecosystem components, Databricks platform, AWS, GCP and Azure Cloud services for developing data solutions.

· Expertise in Data Migration, Data Profiling, Data Ingestion, Data Cleansing, Transformation, Data Import, and Data Export through the use of multiple ETL tools such as Talend Open Studio for Big Data. 
· Hands on experience in Hadoop Ecosystem components such as Hadoop, Spark, HDFS, YARN, TEZ, Hive, Sqoop, MapReduce, Pig, OOZIE, Kafka, Storm, HBASE.

· Experience in designing and developing Azure stream analytics jobs to process real time data using Azure Event Hubs, Azure loT Hub and Service Bus Queue.
· In-depth understanding of Spark Architecture including Spark Core, Spark SQL, Data Frames and Spark Streaming.

· Expertise in using Spark SQL, U-SQL with various data sources like JSON, Parquet and Hive.

· Experience in writing HQL queries in Hive Data warehouse and performance tuning of HIVE scripts, resolving automation job fallure Issues and reloading the data into HIVE Data Warehouse if needed.

· Experience in using Accumulator and Broadcast variables, RDD caching for Spark Streaming.

· Experience in data processing like collecting, aggregating, moving from various source using Apache Kafka.

· Strong experience in writing applications using Python using differ Ant libraries like Pandas, NumPy, SciPy, Matpotlib etc.

· Good understanding of NoSQL databases and hands on work experience in writing applications on NoSQL databases like CosmosDB.

· Much experience in performing Data Modelling by designing Conceptual, Logical data models and translating them to Physical data models for high volume datasets from various sources like Oracle, Teradata, Vertica and SQL Server by using Erwin tool.

· 5+ years of Proficient experience in Teradata database and Teradata Load and Unload Utilities (FASTLOAD, FASTEXPORT,MULTILOAD, TPUMP, BTEQ, TPT and TPTAPI).

· Expert knowledge and experience in Business Intelligence Data Architecture, Data Management and Modeling to integrate multiple, complex data sources that are transactional and non-transactional, structured and unstructured.

· 4+ years of Expert knowledge in working with Informatica Power Center 9.6.x/8.x/7. (Designer, Repository manager,

· Repository Server Administrator console, Server Manager, Workflow manager, workflow monitor).

· Also, design and develop relational databases for collecting and storing data and build and design data input and data collection mechanisms.

· Well versed with Relational and Dimensional Modeling techniques like Star, Snowflake Schema, OLTP, OLAP,Normalization, Fact and Dimensional Tables.

· Over 4+ years of working experience in Vertica Data Architecture, designing and writing sq| scripts.Solid knowledge of Data Marts, Operational Data Store (ODS) OLAP, and Dimensional Data Modeling with Ralph Kimball Methodology (Star Schema Modeling, Snow-Flake Modeling for Facts and Dimensions Tables) using Analysis Services.  

· Expertise in Data Architect, Data Modeling, Data Migration, Data Profiling, Data Cleansing, Transformation, Integration, Data Import, and Data Export using multiple ETL tools such as Informatica Power Centre.
TECHNICAL SKILLS:
	Hadoop, Big Data
	 HDFS, Hue, MapReduce, PIG, Hive, HCatalog, Hbase, Sqoop, Impala, Kafka, Cloudera Manager,pyspark Airflow, Kafka Snowflake



	Spark Components
	Apache Spark, Data Frames, Spark SQL, Spark, YARN, Pair RDDs 

	Server Side Scripting
	UNIX Shell, Power Shell Scripting,Python

	Databases
	Oracle, Microsoft SQL Server, MySQL, DB2, Teradata

	Programming Languages
	Impala, Python ( Flask)

	Machine Learning

And Statistics
	Regression, Random Forest, Clustering, Time-Series Forecasting, Hypothesis,  Explanatory Data Analysis

	Web Servers
	 Apache Tomcat, WebLogic.

	IDE
	 Eclipse, Dreamweaver

	NoSQL Databases
	Hbase, MongoDB. 

	Methodologies
	Agile (Scrum), Waterfall, UML, SDLC.

	AWS Services                         
	S3, EC2, EMR, Redshift, RDS, AWS Glue

	AZure
	Azure Data Factory AzureDevOPS
Azure Data Lake Storage

Azure Databricks



	ETL Tools
	Talend Big Data Enterprise Studio 7.0/6.4/6.2, Talend Open Studio for Big Data 6.2

	Visualization Tools
	Tableau,Power BI 

	ETL Tools
	Talend Open Studio & Talend Enterprise Platform

	Reporting and ETL Tools
	Tableau, PowerBI, AWS GLUE, SSIS, SSRS 


State Street Corporation, Boston, MA                                                                Mar 2021 – Present
 
Sr.Data Engineer  

Responsibilities:  
· Performed end- to-end Architecture & implementation assessment of various AWS services like Amazon EMR. Git. S3 
· Designed and developed Security Framework to provide fine grained access to objects in AWS S3 using AWS Lambda, Dynamo DB 
· Designed and implemented a data warehouse solution using SCD Type 2 techniques, resulting in improved data accuracy and consistency.

· Developed ETL pipelines using Databricks and Apache Spark to process and analyze large datasets, reducing processing time by 50%.

· Involved in the development of real time streaming applications using PySpark, Apache Flink, Kafka, Hive on distributed Hadoop Cluster.

· Designed and setup Enterprise Data Lake to provide support for various uses cases including Storing, processing, Analytics and Reporting of voluminous, rapidly changing data by using various AWS Services.

· Defined Key Performance Metrics, facts, dimensions, hierarchies, schemas like Star and SnowFlake schemas, and created a data model on the OBIEE repository.

· Configured OBIEE Metadata Objects, including repository, tables, schemas, variables, and reports.

· Designed and developed Informatica ETLs Views, Materialized Views, and modeling in OBIEE.
· Designed and developed Flink pipelines to consume streaming data from kafka and applied business logic to massage and transform and serialize raw data.

· Developed common Flink module for serializing and deserializing AVRO data by applying schema.

· Implemented transformations on bounded or unbounded data streams of data using Flink's Data Stream API.
· Used various AWS services including S3,EC2, AWS Glue, Athena, RedShift, EMR,SNS,SQS,DMS,Kenesis.

· Migrated Matillion pipelines and Looker report from Amazon Redshift to Snowflake data warehouse.

· Developed the metadata layers, including the Physical layer, the Business Model and Mapping layer, and the Presentation layer, and created multiple connection pools.

· Utilized user interviews to perform data profiling and analysis, identifying critical data attributes and patterns to inform data modeling.
· Worked on data governance to provide operational structure to previously ungoverned data environments.

· Created custom Airflow operators, sensors, and DAGs to orchestrate and schedule data tasks, improving data pipeline efficiency.

· Implemented dynamic DAG generation and parameterization in Airflow to handle various data sources and destinations.
· Involved in ingestion, transformation, manipulation, and computation of data using kinesis, SQL, AWS glue and Spark.

· Participated in the requirement gathering sessions to understand the expectations and worked with system analysts to understand the format and patterns of the upstream source data.

· Experienced in writing Spark Applications in Scala and Python (PySpark).

· Imported Avro files using Apache Kafka and did some analytics using Sparking Scala.

· Extracting real time data using Kafka and Spark streaming by Creating D streams and converting them into RDD, processing it and stored it into Cassandra.

· Configured, deployed and maintained multi-node Dev and Test Kafka Clusters.

· Using Spark-Streaming APIs to perform (fansformations and actions on fly for building the common learner data model which gets the data from Kafka in near real time and persists into Cassandra.

· Developed Spark scripts using Python on Azure HDInsight for Data Aggregation, Validation and verified its performance over MR jobs.

· Used Scala st to develop Scala coded spark projects and executed using spark-submit.Developed streaming pipelines using Apache Spark with Python.

· Worked on migrating MapReduce programs into Spark transformations using Spark and Scala, initially done using python(PySpark).

· Providing guidance to the development team working on PySpark as ETL platform.

· Used PySpark jobs to run on Kubernetes Cluster for faster data processing

· Designed and developed Security Framework to provide fine grained access to objects in AWS S3 using AWS Lambda O Used AWS EMR to move large data (Big Data) into other platforms such as AWS data stores, Amazon 53 and Amazon Dynamo DB.

· Developed AWS lambdas using Python & Step functions to orchestrate data pipelines.

· Created PL/SQL packages and Database Triggers and developed user procedures and prepared user manuals for the new programs.

· Implemented and maintained an FTP Sensor to monitor and trigger data pipelines based on file availability.

· Collaborated with the Oracle database team to create and optimize ETL processes using the Oracle Operator.

· Improved data ingestion and transformation efficiency, resulting in a 20% reduction in processing time.

· Developed the snow sq| scripts to load the final core tables from the stage tables

· Handled the audit table loading, email configuration using python on Matillion.

· Built a Scala and spark based configurable framework to connect common Data sources like MYSQL, Oracle, Postgres, SQLServer, Salesforce, Bigquery and load it in Bigquery.

· Created Databricks notebooks using SQL, Python and automated notebooks using jobs.

· Created Spark clusters and configuring high concurrency clusters using Azure Databricks to speed up the preparation of high-quality data.

· Explored with the Spark improving the performance and optimization of the existing algorithms in Hadoop using Spark Context, Spark SQL, Data Frame, Pair RDD and Spark on YARN.

· Worked with-Sqoop import and export functionalities to handle large data set transfer between Oracle databases and HDFS.

· Developed custom Streamflow connectors and processors to integrate with various data sources and sinks, such as Apache Kafka and cloud-based services.

· Implemented data transformation and enrichment logic within Streamflow to derive actionable insights from real-time data.

· Set up alerting mechanisms and automated responses based on predefined thresholds and patterns in the data.
· Developed Spark jobs to clean data obtained from various feeds to make it suitable for ingestion into Hive tables for analysis.

· Leveraged nf-core, a framework for Nextflow pipelines, to develop reproducible and scalable data analysis workflows.

· Created and customized Nextflow pipelines using nf-core best practices to process high-throughput genomics and bioinformatics data.

· Collaborated with domain experts to design and implement bioinformatics pipelines for tasks such as variant calling, RNA-seq analysis, and quality control.
· Developed Custom Input Formats in Spark jobs to handle custom file formats.
Client : CVS Health Corporation, Woonsocket                                                Oct 2018 – Feb 2021
Sr.Data Engineer(Lead Data Engineer)                                                                                                          
Responsibilities:-
· Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure SQL) and processing the data in In Azure Data bricks. 
· Worked on data pre-processing and cleaning the data to perform feature engineering and performed data imputation techniques for the missing values in the dataset using Python.
· Designed and Developed Real time Stream processing Application using Spark, Kafka, and Hive to perform Streaming ETL. 
· Experienced in data ingestion and transformation using Azure Synapse pipelines, utilizing features such as PolyBase and Azure Data Factory to load data from various sources into Synapse Analytics.
· Used the RUP and agile methodology to conduct new development and maintaining software.
· Participate in daily standups, bi-weekly scrums and PI panning. The New Management Services is a SAFe (Agile) certified organization.

· Performed ETL using Azure Data Bricks. Migrated on-premises Oracle ETL process to Azure Synapse Analytics.

· Creating pipelines, data flows and complex data transformations and manipulations using ADF and PySpark with Databricks.

·  Ingested data in mini-batches and performs RDD transformations on those mini-batches of data by using Spark Streaming to perform streaming analytics in Data bricks.

· Created, provisioned different Databricksclusters needed for batch and continuous streaming data processing and installed the required libraries for the clusters.

· Created numerous pipelines in Azure using Azure Data Factory v2 to get the da from disparate source systems by using different Azure Activities like Move &Transform, Copy, filter, for each, Databricks etc.

· Created several Databricks Sparkiobs with PySpark to perform several tables to table operations.

· Involved in migration of large amount of data from OLTP to OLAP by using ETL Packages.

· Worked on python scripting to automate generation of scripts. Data curation done using azure data bricks.

· Integrating and leveraging new data streaming tools like Apache Flink

· Implemented transformations on bounded or unbounded data streams of data using Flink's Data Stream API

· Designed and developed Flink pipelines to consume streaming data from kafka and applied business logic to massage and transform and serialize raw data.

· Worked on azure data bricks, PySpark, HDInsight, Azure ADW and hive used to load and transform data.

· Implemented Kafka, spark structured streaming for real time data ingestion.

· Used Azure Data Lake as Source and pulled data using Azure blob.

· Worked on Performance tuning of Spark Applications for setting right Batch Interval time, correct level of Parallelism and memory tuning. 
· Created Partitioned and Bucketed Hive tables in Parquet File Formats with compression and then loaded data into Parquet hive tables. 
· Used stored procedure, lookup, execute pipeline, data flow, copy data, azure function features in ADF.

· Worked on creating star schema for drilling data. Created PySpark procedures, functions, packages to load data.

· Extract Transform and Load data from Sources Systems to Azure Data Storage services using a combination of Azure Data Factory, T-SQL, Spark SQL, and U-SQL Azure Data Lake Analytics.

· Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure SQL, Azure DW) and processing the data in InAzure Databricks.

· Responsible for estimating the cluster size, monitoring, and troubleshooting of the Spark databricks cluster.

· Creating Databricks notebooks using SQL, Python and automated notebooks using jobs.

· Creating Spark clusters and configuring high concurrency clusters using Azure Databricks to speed up the preparation of high-quality data.

· Developed Data pipeline in Azure Data Factory to load and transform text, fault, failure, and part attribute information from a variety of text sources as needed for part identification models. 
· Used Data bricks notebooks, to develop, test and analyze spark jobs before scheduling customized spark jobs.
· Migrated reports, filters, and dashboards between Dev, Test, and Prod environments.
· Worked with Hadoop 2.x version and Spark 2.x (Python and Scala).

· Used Spark for interactive queries, processing of streaming data and integration with NoSQL database for huge volume of data.

· Experienced in handling large datasets using Partitions, Spark in-memory capabilities, Broadcasts in Spark, Effective &efficient Joins, Transformations and other during ingestion process itself.

· Developed custom EL solutions, batch processing and real-time data ingestion pipeline to move data in and out of Hadoop using Python and shell scripting.

· Design Setup maintain Administrator the Azure SQL Database, Azure Analysis Service, Azure SQL Data warehouse, Azure Data Factory, Azure SOL Data warehouse

· Extracted, Transformed and Loaded data from Sources Systems to Azure Data Storage services using a combination of Azure Data Factory, T-SQL, Spark SQL and U-SQL Azure Data Lake Analytics. Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure SQL, Azure DW) and processing the data in InAzure Databricks.

· Designed, developed Hadoop eco system components, installation, configuration, supporting and monitoring of Hadoop clusters using Apache, Cloudera distributions, Azure data bricks and AWS.

· DevelopedSparkapplications usingSpark - SQLinDatabricksfor data extraction.

· Involved in DevelopingSparkapplications usingSpark - SQLinDatabricksfor data extraction, transformation and aggregation from multiple file formats for analyzing & transforming the data to uncover insights into the customer usage patterns.
Value Labs(Client:Amazon),





May 2016 – Sep 2018 
Data Analytics Engineer
Responsibilities:
· Worked on creating MapReduce programs to analyze the data for claim report generation and running the Jars in Hadoop.
· Attended requirement calls and worked with Business Analyst and Solution Architects to understand the requirements from

· clients.

· Analyzed the data flow from different sources to target to provide the corresponding design Architecture in Azure environment.

· Take initiative and ownership to provide business solutions on time.

· Created High level technical design documents and Application design document as per the requirements and delivered clear, well-communicated and complete design documents.

· Created DA specs and Mapping Data flow and provided the details to developer along with HLDs.

· Created Application Interface Document for the downstream to create new interface to transfer and receive the files through Azure Data Share. creating pipelines, data flows and complex data transformations and manipulations using ADF and PySpark with Databricks

· Ingested data in mini-batches and performs RDD transformations on those mini-batches of data by using Spark Streaming to perform streaming analytics in Data bricks.

· Created, provisioned different Databricks clusters needed for batch and continuous streaming data processing and installed the required libraries for the clusters.

· Improved performance by optimizing computing time to process the streaming data and saved cost to company by optimizing the cluster run time.

· Perform ongoing monitoring, automation and refinement of data engineering solutions prepare complex SQL views, stored procs in azure SQL DW and Hyperscale

· Loaded different files from ADLS by using U-SQL scripts into target Azure Data warehouse.

· Worked on complex U-SQL for the data transformation and loading table and report generation.

· Designed and developed a new solution to process the NRT data by using Azure stream analytics, Azure Event Hub and Service Bus Oueue.

· Created Linked service to land the data from Caesars SFTP location to Azure Datalake.

O Created several Databricks Spark jobs with Pyspark to perform several tables to table operations.      

Environment: Hadoop 2.6.2, HDFS 2.6.2, Map Reduce 2.9.0, Hive 1.1.1, Sqoop 1.4.4, Apache Spark 2.0, Nifi, ETL, Pig, Oozie, Java 7, Python, JSP, JavaScript, HTML, JDBC, SQL, Microsoft SQL, SSIS, SSRS
Infosys, India 







Dec 2015 – April 2016
Power BI Developer/Data Analytics 

Responsibilities:

· Worked with the business users to understand the architecture, data Model, business logic and rules to be applied to meet the business needs.
· Involved  in daily scrum calls and standup meetings as part of agile methodology.
· Designed and set up an Enterprise Data Lake to support various use cases, including analytics, processing, storing, and reporting of large and rapidly changing data.

· Maintained quality reference data by cleaning, transforming, and ensuring data integrity in a relational environment while working with stakeholders and solution architects.

· Designed and developed a security framework to provide fine-grained access to AWS S3 objects using AWS Lambda and DynamoDB.

· Established secure network communication by setting up Kerberos authentication and testing HDFS, Hive, Pig, and MapReduce for new users.

· Conducted end-to-end architecture and implementation assessments of AWS services such as EMR, Redshift, and S3.

· Developed data mapping, governance, transformation, and cleansing rules for the Master Data Management Architecture including OLTP, ODS, and OLAP.

· Implemented machine learning algorithms in Python to predict quantities a user might want to order and suggest automatically using Kinesis Firehose and an S3 data lake.

· Migrated legacy and monolithic systems to AWS using Terraform, and managed AWS infrastructure as code.

· Worked on Excel Macros and attended various trainings to improve skills.

· Created Docker files for each microservice and made changes to Tomcat configuration files for deploying Java-based applications to Docker containers.

· Defining and provisioning Cloud IAM policies and roles for the service accounts by different GCP components

· Transformed and moved large amounts of data using AWS EMR between AWS data stores and databases such as S3 and DynamoDB.

· Deployments of the Artifactory builds using bank’s Impeller pipeline templates and used Maestro for GCP project level configurations.

· Used Spark SQL for Scala and Python interfaces and PySpark for computations and output response.

· Implemented Extract filters, Calculation Filters, Context filters, Data source filters to exclude certain values or a range of values as well as batter performance.

· Created story using sequence of worksheets to convey information using Tableau.

· In Tableau dashboards used different bars and charts like stack bars, bar graphs, scattered plots, Gantt charts.
· Experience in using to analyze data from multiple sources and creating reports with Interactive Dashboards using power BI.
· Experience in using to analyze data from multiple sources and creating reports with Interactive Dashboards using power BI.

· Develop batch processes for financial reporting applications and modules using Perl and Korn shell scripts on Oracle database, with partitions and sub-partitions.
· Blended data from multiple sources like SQL Server 2014, PostgreSQL, oracle 10g, Teradata into one report by selecting primary keys from each database for data validation. 

Environment: Tableau 9.1 (Tableau Desktop, Tableau Server, Tableau online), MS Office Suite, Oracle 10g, MySQL, UNIX, SQL Server 2014

Education Details:
Bachelors in Computer Science from JNTU Hyderabad(Graduated in 2014).
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